MOHAK CHUGH

Software Engineer at Amazon
+91 9810178257 * me.mohakchugh@gmail.com * https://www.linkedin.com/in/mohakchugh * Delhi NCR

Work Experience

Amazon Gurugram, Haryana, India - Hybrid

Software Development Engineer 2 [Level 5 | Current] — [Backend, Data Systems & LLMs] 10/2024 — Present
Architected and Developed a DFS-based sorting algorithm and self-healing reconciliation for employee data backfills (processing SMM+ employees), ensuring grouped
hierarchy updates and zero data loss within 10min SLA, which eliminated loss of access issues during any Amazon re-orgs.
Worked on RDS performance optimizations bringing down query performance times from 20mins to under 30s (used vertical partitioning of tables, creating new
indexes and deprecating irrelevant indexes), impacting 200+ downstream ETL pipelines and increasing data freshness from 4 hours to 30 mins SLA, leading to
influencing my organizations ETL and data freshness strategy by adopting micro-batching instead of cron based batch solutions.
Led development of internal Ul tool for People Experience org (REST/RPC APIs, ABCDA pattern, SEL/Xray tracing, IAM auth; Cypress Ul integ tests to 80% coverage,
telemetry alarms, security review), helped ship a previously delayed project 1 week ahead of deadline.
Worked with Principal Engineers and PMs and Led design and API contracts for new Candidate Search service for Amazon (post-legacy system deprecation for hiring
dashboard migration) and re-architecture of high-volume Search Populations API (response time from 5s to under 200ms P99) to remove the N+1 queries bottleneck,
enabling Q1 2026 launched for the enhanced Amazon jobs search experience.
Designed (HLD & LLD) and Developed the backend of Amazon Financial data management tool for collections use-cases with 100% reconciliation coverage.
Worked on employee data to power employee segmentation for payroll use-case, ingesting more than 10TB data per day, vending out at more than 1000 TPS via APIs
Served as Operational Excellence (OE) Champion, analyzing 6 months of ticket data (75 SEV2s/473 SEV3s) to prioritize 20+ backlog items (alarm tweaks, retries,
performance tuning), reducing SEV2s from 21 to 3, latency breaches from 26 to 1, and SAS risks from 104 to 6 (per month) while leading security reviews,
dashboards, and retrospectives.
After a large-scale outage, led operational readiness reviews (ORR) for reconciliation tool (100B records/day, SOX/GRC compliant), and ingestion service
as sole SDE, automating job scheduling, unifying CDK pipelines (infra as code), implementing DAG based alarms and retries in Airflow, optimizing, and building
customer dashboards/runbooks to complete GRC compliance and eliminate operational gaps.

Used: Java, AWS EMR (spark), AWS Big Data, APIGateway, AWS Lambda, DynamoDB, Scala, Hadoop, Glue, Athena, Spark, Advanced SQL, Python,
AWS Step Functions, AWS DMS, AWS Lambda, Development using GenAl tools, docker, kubernetes, infra as code deployments, CI/CD pipelines

Software Development Engineer 1 — [Level 4] 12/2022 - 09/2024
Built a Spark-based big data reconciliation engine currently processing over 1 billion records daily across SQL and NoSQL data sources, and across
multiple AWS accounts, ensuring 100% coverage of internal financial data flowing through the central data lake.

Led the creation of an award-winning RAG-based LLM QnA bot, engaging 300+ users and processing 5K questions daily; leveraged advanced prompting
techniques and guardrails, resulting in 93% accuracy from rich text documents. This was published in AWS Blog posts as one of the first Al blogs in Amazon
Designed and deployed Airflow-based email notification system for Workforce Capacity Planning dashboards using Anaplan to S3 exports with Hive
partitioning, SES throttling/randomization, and reconciliation (notifying 300+ analysts), ensuring timely validations within 5 business days without exceeding AWS

limits.
Used: Java, LLM ClaudeV2.1, AWS cloud, Streamlit, DynamoDB, PostgreSQL (RDS), ECS Fargate, Apache Airflow, Agentic Al, Python, Lambda,
Vector Knowledge Bases, OpenSearch (Elastic Search), Embedding Models, LLM Fine Tuning, Machine Learning Model finetuning, fastAPI
Data Engineer 1 — [Level 4] 09/2021 - 12/2022

- Engineered Al-driven headcount management tools by leveraging 100+ work driver datasets, enabling precise ML models for scalable headcount predictions;

boosted operational efficiency by forecasting resource allocation with 95% accuracy. Integrated functionalities like email notification systems, auth management
and ML data pipeline orchestration using Airflow.

- Launched e-invoicing compliance for Amazon by enabling VAT IDs encryption for Brexit, AU, CA regions, impacting 3,000+ global vendors.
- Collaborated with senior data engineers to re-architect the financial analytical mesh data lake, consolidating databases and automating schema-level data

sharing across Redshift clusters. Designed and delivered a secure solution meeting 1-second SLAs, achieving 90% test coverage and improving organizational
productivity through efficient, security-reviewed data storage.

- Mentored 3 interns and got 2 converted to full time engineers.

- Used: Airflow, Redshift, AWS EMR (spark), Scala, Hadoop, Glue, Athena, AWS Serverless, CI-CD pipelines, AWS Big Data, AWS S3, AWS Glue and
Lake Formation. Amazon Quicksight, Apache Hive, Apache Airflow, Apache Presto, fastAPI, docker, kubernetes

Education
Maharaja Surajmal Institute of Technology
- Bachelor of Technology - Computer Science | 8.7 | University Rank 3 in Final year 08/2017 - 12/2021
Publications
Benchmarking geospatial database on Kubernetes cluster — Analysis and Optimizations of PostgreSQL/PostGIS in Kubernetes for

improved geospatial query performance.
Generative Al Q&A chat assistant using Amazon Bedrock — Built a custom RAG based QnA system for a niche legal use case

which gave accuracy of 96% as compared to 49% from of the shelf
tools

Languages and Skills

Work Domains: AWS Cloud (Development and Deployment for Serverless and Server based solutions),
Applied Artificial Intelligence - LLM RAG Architecture and Natural Language Processing (NLP),
Big Data (Analytical and Transactional) and Advanced System Design on AWS

Languages: Python, Java, NodeJS, Angular, React, Advanced SQL, Maven, Gradle (amazon internal)

Tools and Technologies:  API Development, Distributed Systems (Spark) and Data pipeline management via Airflow, Data Structures and Algorithms
Full CI/CD pipelines, infra as code (AWS CDK), Expertise in relational and non-relational databases

Achievements

Amazon'’s Apollo (Think Big) Award

- Certificate Link: https://drive.google.com/file/d/13Eto_HvFcY8S2pcU-faur8NI5JMar_XM/view
1st Runner’s up in Digital India Makeathon

- Certificate Link: https://drive.google.com/file/d/1YEMPcosx8COkOxqFn3vXHiugsllhkZMX/view

Soft Skills Certification from AICTE
- Certificate Link: https://drive.google.com/file/d/1aBjeD3gCGHphhdfNAyZrXADcOZyBjLQ-/view
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